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Session 7: Chips for Al Acceleration

A Balanced Architecture for Future-Proof Al Acceleration at the Edge
= Sree Reddy, Vice President of Engineering, Kinara

Tiny Spiking Al for Always-On Sensing

= Sumeet Kumar, CEO, Innatera

= Addressing deep-learning trends with Habana’s data-center accelerators
= Sree Ganesan, Head of Software Products, Habana Labs

= High Performance from Cloud to Edge Inferencing
= Colin Verrilli, Senior Director, Qualcomm
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https://www.businesswire.com/news/home/20210819005361/en/Global-Data-Center-Accelerator-Market-Forecast-to-2026-Artificial-Intelligence-to-Drive-the-Growth-of-Cloud-Data-Center-Market---ResearchAndMarkets.com
























https://mlcommons.org/en/training-normal-20/



https://github.com/HabanaAI/Model-References/tree/master/TensorFlow/computer_vision/Resnets/resnet_keras
https://vault.habana.ai/ui/repos/tree/General/gaudi-docker/1.6.0/ubuntu20.04/habanalabs/tensorflow-installer-tf-cpu-2.9.1
https://developer.habana.ai/resources/habana-training-models/
https://ngc.nvidia.com/catalog/resources/nvidia:resnet_50_v1_5_for_tensorflow/performance



https://github.com/HabanaAI/Model-References/tree/master/TensorFlow/nlp/bert
https://vault.habana.ai/ui/repos/tree/General/gaudi-docker/1.6.0/ubuntu20.04/habanalabs/tensorflow-installer-tf-cpu-2.9.1
https://developer.habana.ai/resources/habana-training-models/
https://ngc.nvidia.com/catalog/resources/nvidia:bert_for_tensorflow/performance












https://github.com/HabanaAI/Model-References/tree/1.6.0/PyTorch/nlp/pretraining/deepspeed-bert
https://developer.habana.ai/resources/habana-models-performance/
https://aws.amazon.com/ec2/instance-types/dl1/
https://docs.habana.ai/en/v1.6.0/









https://habana.ai/habana-claims-validation/
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Sample Models For Multicard Inference

Dense Language
Models

Ex: PaLM
* 540B model parameters

* Memory Capacity: High
* Arithmetic Intensity: Low

MoE
Models

Ex: GLaM
* 1.2T model parameters

* Memory Capacity: High
* Arithmetic Intensity: Low

Recommendation
Systems

Ex: DLRM
*1.0T model parameters

* Memory Capacity: High
* Arithmetic Intensity: High

Text2lmage
Models

Ex: DALLE.2
* 6B model parameters

* Memory Capacity: Low
* Arithmetic Intensity: High

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries.
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Drivers for Multicard Inference

Functionality

Model has too many parameters
to fit in a single device

Example:
*  GPT-3 with 175B parameters
* Adevice has ~32GB of DRAM

* InFP16, ~11 Al 100 devices are needed just to
store the parameters.

Improved
Latency

Parallelize across memory
bandwidth and compute

Example:

GPT-3 13B split across 8 devices
*  Willfit on one AI'100

» But split across 8 devices for 8x theoretical
latency improvement

* Assuming ideal communication penalty

Improved
Throughput

Exploit the aggregate faster
memory (SRAM) capacity

*  Partitioning and pinning certain tensors in
SRAM instead in DRAM

* Can lead to super-linear performance.
*  SRAM bandwidth is 100x vs. DRAM

Example:

GPT-3 (13B) with FP16-weights

in SRAM

*  Assume: 128 MB of SRAM per Al 100 device

*  The modelis split across (up to) 208 devices

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries.
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Model Partitioning Schemes

1. Pipeline
* Each device holds a stage Device 1, Stage 1 Device 2, Stage 2 Device 3, Stage 3
(a set of sequential layers)

« Communication between devices occurs
only between stages

* Useful for non-latency sensitive
applications

* Easier to implement

2. Tensor-Slicing

* All the layers are partitioned across all s __— S — =—
devices =<= —<= <> e
N ey S = ey S =

« Communication between devices occur
after each of the layers and can be
intensive (multicast)

* Useful for latency sensitive applications
L1 L3 L&

(small batch size)

L2 L5 L6

. D1 S S D7 —— D7

3. Hybrid = e
/W\ /H\ ) e N )

* Ablend of above schemes

* Pipeline of stages with each
stage tensor-sliced

* May be required when limits of tensor
slicing are reached

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries. 5



Example Model - GPT

Models can be very large and
may not fit into one device

+ GPT2-XL-29GB

+ GPT3-13B - 26GB

+ GPT3-89B - 174GB

« GPT3-175B - 348GB

High latency of large GPT models
may be beyond acceptable limits even
when fitting on one device

High demand on DDR

* Decoderis one token at a time so little reuse of weights

* Need to maintain state between decodes (K,V cache)
to avoid recomputation

Model lends itself to partitioning across devices

* Large tensor sizes lend themselves well to tensor
slicing across devices

* Homogeneous layers lend themselves well to
pipelining across devices

Tensor slicing is a good solution
* Minimizes latency due to parallelization
» Distributes weight bandwidth needs across devices

» KV Cache is kept local to the device

May benefit from hybrid tensor-slicing and
pipeline if limits of tensor slicing is reached

* Migration to SRAM can overcome latency penalty of pipelining

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries.



Qualcomm Cloud AI 100

) MB SRAM per Al
Constraints 8MB S per Al Core

Qualcomm Cloud Al 100 is a

low-cost, ccormy |f vrereiny | ey f ogme |

high-efficiency device

* Upto10 TOPs/W
PCle 20-75W TDP PO 8 o

Complex Host) g 1

« Standard PCl or Dual M.2 ——— |

form factors — no extra cables ., I ﬁ

or supplemental power JTAG/Debug — | £
Use of low-power DDR - e
LPDDR4x

| |
* Capacity - 32GB #
pacity iy,
* Bandwidth - 135 GB/s :,-’»g g5
§ (2]

PCle Gen4 x8

|
. Only link offthe card

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries. 7



Qualcomm Cloud Al 100 Software Flow

In Qualcomm Cloud Al 100

For pipeline partitioning, the user creates a
configuration file indicating split points in the graph

For tensor slicing, the user indicates to the compiler
that the network should be sliced across multiple
devices

The compiler partitions the sub-graphs and compiles
each separately

Communication primitives are added automatically
based on user configuration and tensor slice setting

A future release will include automatic pipeline
partitioning heuristics, removing the need for a
configuration file

) . Large Partition
Application model Config
Compiler

Graph Partitioner

[Model Loader (ST ‘ @ ‘ 63 ‘ @ Backend Compiler

[ Linux Runtime I Topology Generator

5 [ [ [fo—
QsM NSP QSM NSP QSM NSP QSM NSP
FW ‘l FW FW ‘l FW FW ‘l FW FW FW

Device O Device 1 Device 2 Device 3

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries.



Qualcomm Cloud Al 100 Device Communication

Use PCle for inter-device commmunication

Utilize peer-to-peer capabilities of either Host
the switch or the host

* Reduces latency and improves throughput PCle
Host is not involved in peer-to-peer Switch
communication ' '

PCle

Device Device Device Device

Qualcomm Cloud Al is a product of Qualcomm Technologies, Inc. and/or its subsidiaries. 9
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I Nothing in these materials is an offer to sell any of the components References in this presentation to "Qualcomm” may mean Qualcomm

Q u q Com or devices referenced herein. Incorporated, Qualcomm Technologies, Inc., and/or other subsidiaries or
©2018-2022 Qualcomm Technologies, Inc. and/or its affiliated business units within the Qualcomm corporate structure, as applicable.

Follow us on: f y in companies. All Rights Reserved. Qualcomm Incorporated includes our licensing business, QTL, and the vast

majority of our patent portfolio. Qualcommm Technologies, Inc., a subsidiary
of Qualcomm Incorporated, operates, along with its subsidiaries,
substantially all of our engineering, research and development functions,
and substantially all of our products and services businesses, including our
QCT semiconductor business.

Qualcomm is a trademark or registered trademark of Qualcomm
Incorporated. Other products and brand names may be trademarks or
www.qualcomm.com & www.qualcomm.com/blog registered trademarks of their respective owners.

For more information, visit us at:
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Thank You!





